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	Purpose of the Report
	This paper provides the Committee with a proposed plan for a Health Board Artificial Intelligence (AI) Governance Model. It outlines the steps needed to be taken to align the Health Board’s approach with NHS Wales principles and emerging Welsh Government guidance, including expectations for ethical, transparent and accountable AI use. It also describes that a core element of the plan is to develop a consistent regional model with Hywel Dda University Health Board (HDda).


	Key Issues



	· A plan is presented to establish the Health Board’s AI governance arrangements to ensure alignment with NHS Wales principles and Welsh Government expectations for safe, ethical, transparent and accountable AI use
· National direction emphasises the need for AI transparency, including adoption of the Algorithmic Transparency Recording Standard (ATRS), to show how AI tools influence decisions affecting patients, citizens and staff
· AI adoption is increasing across multiple routes — vendor systems, innovation projects, pilots and generative AI — creating risks if decisions are not governed through a single, explicit governance model
· Governance must remain proportionate and enabling, ensuring innovation is not slowed while maintaining strong controls, safety, and organisational assurance
· a core element of the plan is to develop a consistent regional model with Hywel Dda University Health Board (HDda)
· 

	Specific Action Required 
(please choose one only)
	Information
	Discussion
	Assurance
	Approval

	
	☐	☐	☐	☐
	Recommendations

	The Committee is asked to:

· endorse the approach described for a plan to establish the Health Board’s AI governance model, including the creation of an Executive AI Governance Group with defined decision rights and escalation routes
· endorse the intention to develop a consistent regional model with Hywel Dda University Health Board, including alignment of governance artefacts, inventory standards and supplier expectations






Governance Approach to Artificial Intelligence (AI)


1. INTRODUCTION

This paper provides the Committee with a proposed plan for a Health Board Artificial Intelligence (AI) Governance Model. It outlines the steps needed to be taken to align the Health Board’s approach with NHS Wales principles and emerging Welsh Government guidance, including expectations for ethical, transparent and accountable AI use. It also describes that a core element of the plan is to develop a consistent regional model with Hywel Dda University Health Board (HDda).


2. BACKGROUND
Welsh Government has set a clear policy direction that AI used within the Welsh public sector must be ethical and trustworthy, inclusive and accessible, innovative yet proportionate, and transparent and accountable with the right governance and oversight. In addition, Welsh Government explicitly links trust in AI to transparency and highlights the Algorithmic Transparency Recording Standard (ATRS) as a means of publishing clear information on algorithmic and AI tools in use. These policy expectations create a direct imperative for NHS bodies in Wales to be able to demonstrate how AI is governed and how transparency is delivered in practice, particularly where AI affects patients, citizens or staff. 
At NHS Wales level, Digital Health and Care Wales (DHCW) describes a considered “step-by-step” approach to adopting AI and positions AI as a means to deliver digital “as a force for good” across health and social care, explicitly connecting this to safe, responsible and ethical AI. DHCW also signals the direction of travel towards common standards and guidance for AI across Wales, reinforcing the expectation that local governance arrangements should be consistent, standards-led and capable of supporting safe scaling. The Health Board’s governance model must therefore be designed to align with the emerging all-Wales approach and avoid local divergence that would create avoidable risk and duplication.
AI is often introduced through multiple routes—procurement of vendor systems containing embedded AI, local innovation projects, pilots supported by partners, and the rapid spread of generative AI tools. Without a single, explicit governance model, there is a material risk that AI deployment decisions are taken inconsistently, risks are assessed unevenly, and accountability becomes unclear when something goes wrong. This is particularly acute for generative AI where risks such as hallucinations, prompt injection and inadvertent disclosure of sensitive information require clear controls and human oversight, and for clinical AI where safety and evidence obligations must be demonstrable. Some applications of AI, for example ambient voice technology, can be considered to be a medical device and therefore needs to adhere to MHRA standards. 

There is also a strategic requirement to ensure that governance does not slow innovation unnecessarily, but instead enables the Health Board to adopt AI safely and at pace. A governance model that is risk-based and proportionate—combined with consistent templates, a single AI inventory, and clear escalation routes—will provide faster and more defensible decision-making than fragmented ad-hoc arrangements. Audit and assurance bodies increasingly expect boards to be able to evidence AI governance readiness, including an inventory of AI systems, ethical oversight, and integration with organisational risk management processes.


3. GOVERNANCE AND RISK ISSUES

3.1 Proposed AI Governance Model 

It is proposed that the Health Board establishes an Executive AI Governance Group (AIGG), either as a dedicated group or as a formally constituted function within existing digital/quality governance, with clearly defined decision rights. This aligns with national public sector guidance that governance should be managed through an AI governance board or clear AI representation on an existing board-level structure, to provide oversight, accountability and strategic guidance across risk, compliance, assurance and resource allocation. 

The AIGG will provide a single accountable point for decisions on AI approval, deployment conditions, monitoring expectations, and decommissioning requirements, while ensuring that assurance flows appropriately into existing Board committee structures i.e. Digital, Data, Research and Innovation (DDRI) Committee.

The AIGG will be multidisciplinary by design, recognising that AI risk does not sit solely within digital functions. Membership will include executive leadership (AI Sponsor), clinical safety leadership, information governance and data protection expertise, cyber/security representation, procurement/commercial leads, workforce leads, quality and safety governance, equality and inclusion expertise, and operational service owners. This composition ensures that AI decisions are taken with full awareness of clinical and ethical consequences, privacy and data obligations, and supplier assurance requirements, reflecting the Welsh Government’s emphasis on accountability.

The governance model will mandate a single AI lifecycle process covering intake, triage, assurance, deployment approval, operational monitoring, change control, and decommissioning. This reflects the UK Government AI Playbook’s requirement to understand and manage the full AI lifecycle, including monitoring for drift and having a safe end-of-life plan. The lifecycle needs to be embedded into existing corporate governance, so that high-risk AI flows into established quality and risk routes, while lower-risk AI is processed through a proportionate pathway to avoid unnecessary bureaucracy.

Each AI proposal will be required to articulate its intended benefit, context of use, the extent to which it influences clinical or operational decision-making, and how human oversight will be maintained. The Health Board will establish and maintain a single AI Inventory (register) capturing all AI systems in use or in flight, including embedded AI functionality within supplier platforms and any approved generative AI tools. The inventory will record ownership, purpose, data used, risk tier, assurance artefacts, review dates, and monitoring arrangements. National guidance repeatedly emphasises that organisations need an AI systems inventory to support governance, accountability and transparency, and Welsh Government explicitly links trust in AI to transparency and the use of ATRS. 

In line with Welsh Government policy and the AI Commission’s endorsement of transparency approaches, the Health Board will need to adopt ATRS-style documentation internally for all material AI systems and will need to define publication criteria for externally facing transparency records. This will ensure that, where AI materially influences decisions or service delivery, the Health Board can provide clear and accessible information on what the AI does, how it is used, and what safeguards are in place. This approach is intended to strengthen public confidence and demonstrate alignment to Welsh Government expectations for transparent and accountable AI use across public services.


3.2 Implementation plan

The implementation plan will be structured in phases to establish governance quickly and then mature it into a repeatable, auditable system. In the first phase (0–8 weeks), the Health Board will formally constitute the AIGG, agree its terms of reference and decision rights, and stand up the AI intake and triage process. In parallel, an initial discovery exercise will establish a baseline AI inventory by surveying digital, clinical and operational teams and reviewing supplier contracts for embedded AI capabilities. This aligns with national expectations that organisations should be able to evidence where AI is in use and that governance should be capable of managing AI as a whole-organisation capability rather than a set of isolated projects. This first phase will endeavour to make timely decisions and provide organisational guidelines on the permitted and safe use of generative AI platforms that are already being used across the organisation.

In the second phase (8–16 weeks), the Health Board will implement standardised templates for AI proposals, risk triage, monitoring plans, and change control. For higher-risk clinical AI, this will include formal clinical safety case expectations and clear pathways for information governance review and DPIA completion, reflecting national health information governance guidance on AI and the AI Playbook’s emphasis on lawful use and human oversight. The Medical Devise Group will form part of the governance for clinical AI initiatives. During this phase, two to three priority AI use cases (including at least one generative AI use) will be processed through the full governance pathway to test and refine the model before wider rollout.

In the third phase (4–12 months), the Health Board will mature AI governance into routine operating rhythm, including periodic review cycles for AI systems, monitoring of model performance and safety indicators, formal decommissioning planning, and integration into wider corporate risk and quality reporting. Procurement and commercial processes will be updated so that supplier due diligence and contract standards capture AI-specific requirements such as transparency on model updates, access to performance information, and the ability to pause or withdraw AI where safety or legal risks emerge. This phase will also deliver a structured capability programme so that senior leaders and clinical/service owners have the skills to understand AI limitations and risks, consistent with the AI Playbook’s emphasis on skills and expertise for decision makers and SROs.


3.3 Regional Consistency and Collaboration with Hywel Dda (HDda)

A core element of this plan is to develop a consistent regional model with Hywel Dda University Health Board (HDda). The intention is to align governance principles, templates, risk tiering, assurance requirements and transparency approaches, so that AI suppliers, clinical networks and shared service pathways can operate against a consistent governance standard across organisational boundaries. This is aligned with the direction of travel in Wales towards common standards and guidance for digital services, and with DHCW’s role in supporting common approaches across health and social care. A regional alignment approach will reduce duplication in assurance work, support shared learning, and enable safer scaling of AI where patient pathways and workforce models span organisational boundaries.

Practically, this will be taken forward through a joint work programme with HDda under the newly established Regional Digital Leadership Group. This regional approach will be designed to complement, not duplicate, national direction through DHCW and Welsh Government policy expectations, and to strengthen our collective ability to demonstrate safe and accountable AI adoption.


3.4 Implications

From a quality and safety perspective, this plan strengthens the Health Board’s ability to identify and manage patient safety hazards introduced by AI. The AI Playbook explicitly stresses that AI is not guaranteed to be accurate and that safeguards, testing, monitoring and human control must be built into the lifecycle; embedding these expectations in governance provides a stronger safety posture than ad-hoc controls. 

From a workforce perspective, Welsh Government and Welsh social partnership approaches emphasise that AI in public services must be transparent and underpinned by human oversight, particularly where technology affects how people are managed at work. The governance model therefore includes explicit coverage of workforce-impacting AI (such as rostering optimisation, productivity analytics, or algorithmic management tools), and will include engagement routes with workforce colleagues and staff-side where appropriate. 

From an equality and inclusion perspective, the model embeds bias and equity considerations into triage and assurance requirements, reflecting Welsh Government’s principle that AI should be inclusive and beneficial, especially for vulnerable and disadvantaged groups. This means AI initiatives must evidence how potential bias is assessed and mitigated, how the model will be monitored for disparate impacts, and how service users and staff will be protected from inequitable outcomes. 


3.5 Risks and Mitigations

A key risk is that AI governance becomes overly bureaucratic and slows beneficial innovation. This will be mitigated by adopting a risk-tiered approach so that low-risk internal productivity use cases are governed proportionately, while high-risk clinical or patient-impacting AI receives deeper assurance. Another risk is that AI capability and awareness are uneven across the organisation, leading to inconsistent compliance and potential “shadow AI.” This will be mitigated through a clear mandatory intake requirement, leadership communication, and targeted training for SROs, clinical leaders and operational managers, consistent with national emphasis on skills and assurance.

A further risk is divergence of approaches across Wales and the region, particularly if suppliers operate across multiple organisations with inconsistent requirements. This will be mitigated through the explicit commitment to align regionally with HDda and to remain aligned with DHCW’s direction on common standards and all-Wales consistency. 

Finally, a reputational risk exists if transparency expectations are not met, particularly where AI influences decision-making that affects patients or staff. This will be mitigated by adopting ATRS-style internal records and establishing clear criteria for public transparency aligned to Welsh Government policy expectations.


4.  FINANCIAL IMPLICATIONS

Financially, implementation will primarily require capacity and reprioritisation of resources rather than significant new investment in the initial phases. The most material cost will be the time of subject-matter leads to constitute the AIGG, complete assurance reviews, and establish the AI inventory and templates. The plan also strengthens the Health Board’s ability to procure AI-enabled solutions with appropriate contractual safeguards, consistent with national guidance to engage commercial colleagues early and ensure supplier expectations on responsible AI are clear.


1. RECOMMENDATION

The Committee is asked to:

· endorse the approach described for a plan to establish the Health Board’s AI governance model, including the creation of an Executive AI Governance Group with defined decision rights and escalation routes
· endorse the intention to develop a consistent regional model with Hywel Dda University Health Board, including alignment of governance artefacts, inventory standards and supplier expectations

	
Governance and Assurance


	Link to Enabling Objectives
(please choose)
	Supporting better health and wellbeing by actively promoting and empowering people to live well in resilient communities

	
	Partnerships for Improving Health and Wellbeing
	☒
	
	Co-Production and Health Literacy
	☒
	
	Digitally Enabled Health and Wellbeing
	☒
	
	Deliver better care through excellent health and care services achieving the outcomes that matter most to people 

	
	Best Value Outcomes and High Quality Care
	☒
	
	Partnerships for Care
	☒
	
	Excellent Staff
	☒
	
	Digitally Enabled Care
	☒
	
	Outstanding Research, Innovation, Education and Learning
	☒
	Health and Care Standards

	(please choose)
	Staying Healthy
	☒
	
	Safe Care
	☒
	
	Effective  Care
	☒
	
	Dignified Care
	☐
	
	Timely Care
	☒
	
	Individual Care
	☒
	
	Staff and Resources
	☒
	Quality, Safety and Patient Experience

	AI can strengthen healthcare by improving decision‑making accuracy, reducing avoidable harm, and creating smoother, more personalised patient experiences—all of which enhance quality, safety, and patient confidence in their care.


	Financial Implications

	Financially, implementation will primarily require capacity and reprioritisation of resources rather than significant new investment in the initial phases. The most material cost will be the time of subject-matter leads to constitute the AIGG, complete assurance reviews, and establish the AI inventory and templates. The plan also strengthens the Health Board’s ability to procure AI-enabled solutions with appropriate contractual safeguards, consistent with national guidance to engage commercial colleagues early and ensure supplier expectations on responsible AI are clear.


	Legal Implications (including equality and diversity assessment)

	AI, when designed and governed responsibly, can help identify and reduce inequities in care by highlighting disparities, supporting fair decision‑making, and ensuring that services are accessible and inclusive for all communities.


	Staffing Implications

	AI can ease staffing pressures by automating routine tasks, supporting clinical decision‑making, and freeing staff to focus on direct patient care, helping create a more resilient and sustainable workforce.


	Long Term Implications (including the impact of the Well-being of Future Generations (Wales) Act 2015)

	By supporting long‑term planning, prevention, collaboration, integration and meaningful involvement, AI helps the Health Board make better use of data, improve outcomes, and strengthen sustainable decision‑making in line with the five ways of working in the Well‑being of Future Generations (Wales) Act 2015
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